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There’s a new translation-adjacent profession in town:  

synthetic-text editing. Michael Farrell explains

Unnatural 
assistance

F E A T U R E

We need a name that hints  
at imperfection, and  
synthetic fits the bill

Today, authors can bypass the traditional process of 
writing in their native language and relying on human 
or machine translation by engineering customised 
prompts for generative artificial intelligence. These 
prompts, which may be written in the author’s first 
language, the target language or even a mixture of both, 
typically include a precise description, an outline or a 
rough draft of the intended text.

Of course, second-language authorship is nothing new. In fields 
like academia – where a source language version is not always 
required – authors have been writing directly in non-native 
languages for decades or longer. But this has always demanded  
a high level of second-language proficiency, either on the part 
of the author or from the publisher or both. In the past, 
the editors of L2-authored texts – often known as 
authors’ editors – spent much of their time 
correcting grammar, spelling and stylistic 
calques to ensure clarity and coherence. Large 
language models (LLMs) have changed this, 
especially when the target language is 
English. Indeed, one thing LLMs are 
undeniably good at is getting English 
grammar and spelling right, though this is 
less true for other languages.

As a result, translators are increasingly 
being drawn into a new area, which is known – 
or should be – as synthetic-text editing: ‘the 
process by which a human editor revises and corrects 
AI-generated output to a standard comparable with 
human-written text’. In short, we are dealing with a new form of 
editing: a nascent profession separate from the others. 

The difference from post-editing 
‘Why not just call it AI post-editing, like machine translation post-editing 
(MTPE)?’ I hear you ask. After all, anyone familiar with 
ISO 18587:2017 (still the most current standard at the time of 
writing) will recognise that this definition is strikingly similar to the 
ISO 18587:2017 one of full post-editing. But synthetic-text editing 
is a different kettle of fish in several ways, not least because there 
is no source language text – or not in the conventional sense.

First, the prefix post-. Ever wondered why post-editing is called 
post-editing? After all, isn’t all editing post? You can hardly edit 

something before it exists. It’s for historical reasons. Once upon a 
time, there was something called pre-editing. It involved linguistic 
simplification – shorter sentences, less syntactic ambiguity, 
consistent terminology. But machine translation has improved so 
much that pre-editing, when done at all, is now reduced to 
format-cleaning and spell-checking. It really does not deserve a 
special name any more. Even the not-so-recent ISO 18587:2017 
relegates this relic to Annex C: ‘Pre-editing refers to modifying the 
source language content before machine translation (MT) to 
facilitate the process, improve raw translation output quality, and 
therefore reduce the post-editing workload…’ With generative AI, 
there is no pre-editing at all. There is prompt engineering, which is 

clearly not the same thing.
Second, ISO has set the term post-editing in stone as 
referring specifically to the editing of MT output.  

I am not privy to the draft of the upcoming new 
standard, due later this year, but for now, that’s 

how things stand. (In fact, the MT in MTPE is 
redundant, since all PE is, by definition, 
MTPE. You might gently point this out next 
time your clients ask for it.)

Third, the task itself is different. The 
textual oddities in AI-generated text – 
redundancy, blandness, uniform sentence 

length, lack of complex analysis – are not the 
same as those in raw MT output, which often 

includes errors stemming from ambiguity, lack of 
real-world or cultural knowledge and inappropriate 

stylistic choices.
So, how about AI-generated-text editing, or just AI editing? My 

objection here is not merely aesthetic. AI has been hyped as 
something amazing, brilliant, infallible, virtually perfect. Why 
would something like that need editing at all? We need a name 
that hints at imperfection, and synthetic fits the bill. Whether it’s 
fibres or dyes, we all know natural is better. 
So, synthetic-text editing it is.

The human voice: why not leave the text alone?
There are two basic assumptions why synthetic-text editing is 
needed – in other words, why we don’t just leave the synthetic text 
alone. The first is the widespread belief that readers can tell the 
difference between AI-generated and human-written texts. I am 
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F E A T U R E

Michael Farrell is primarily a freelance translator and 
transcreator. Over the years he has acquired experience in 
the cultural tourism field and in transcreating advertising 
copy and press releases, chiefly for the promotion of 
technology products. Being a keen amateur cook, he has 
also translated texts on Italian cuisine. In addition, he is an 

untenured lecturer in post-editing, machine translation and computer tools 
for translators at IULM University, Milan, Italy; the developer of the 
terminology search tool IntelliWebSearch; a qualified member of the Italian 
Association of Translators and Interpreters (AITI); and a member of 
Mediterranean Editors and Translators (MET) Council.

The real question is this:  
do our clients care enough  

to invest the extra time  
and money?

sure it has happened to you too: you are reading something and 
suddenly think, ‘This is AI.’ But are you sure it was not just a 
poorly written human text? And are you absolutely sure you have 
never been fooled by AI? To test this, I ran two experiments using 
short stories written in Italian, one with postgraduate translation 
students and one with professional translators. Since I am based in 
Italy, my guinea pigs are Italian speakers, but the hallmarks of 
synthetic text appear to be largely language-independent, as the 
results confirmed.

A miserable two out of the 23 postgrad students and a measly 
11 out of the 68 professional translators were able to reliably 
distinguish between the two kinds of text. As it turned out, though, 
both scores were still better than random guessing, because of the 
way the experiments were designed. So yes, some people can do 
it. Just not as many as I had hoped.

Among the textual clues that signalled artificial authorship, two 
stood out: low burstiness and contradiction. Burstiness refers to 
variation in writing patterns, such as sentence lenght and 
structure. Humans tend to be very bursty – they like to vary their 
writing to avoid monotony. Machines, less so. Repetition creeps 
in. Sentence patterns echo. Rhythm flattens. Contradiction is 
when the text itself doesn’t make sense. 

Here’s one lovely example – you could call it a 
continuity error – in one of the GenAI short stories 
(translated from Italian): ‘When he reached the 
front door, he hesitated only a moment before 
knocking. The sound of the doorbell rang out 
cold and distant.’ Apparently, ChatGPT 
thinks you ring a doorbell by knocking. And 
guess how many translators flagged that? 
Just two. You would expect better from 
professionals, but in fairness, they were asked 
only to read the texts, not translate them. 
(One might hope such things would leap out 
during translation.)

There were other giveaways, too, if you looked 
closely enough. Interestingly, the experiments also 
revealed clear signs of English influence in the AI-written 
short stories, even though they were generated directly in Italian, 
not translated. These included syntactic and orthotypographic 
transfer, semantic loans and discourse-level calques. At least three 
plausible explanations for this cross-linguistic contamination come 
to mind. First, it is widely acknowledged that by far the greater 
part of ChatGPT’s training data is in English and this could lead 
to leakage of English syntactic and lexical patterns into output in 
other languages. Second, the model’s training corpus may include 
machine-translated material. There are plenty of unedited 
MT-generated websites floating around, and their presence may 
end up reproducing and reinforcing interference patterns. Third, 
the prompt used to generate the Italian text was written in English 
– a common practice in prompt engineering – which may have 
primed the model to adopt English-language conventions. (That 
said, given that the prompt’s length pales in comparison to the 
size of the LLM, this explanation convinces me the least.) So, it 
seems that LLMs may speak other languages much like a native 
English speaker – not a target language speaker – albeit one 
impressively fluent in the foreign language. 

What readers want (though may not always get)
The second key assumption behind synthetic-text editing is that 
readers do in fact prefer human-written texts. However, this leads 

us down other paths. In the study mentioned above, nine 
professional translators got things totally the wrong way round – 
mistaking the AI-generated stories for human ones, and vice versa. 
This might suggest that they actually preferred the synthetic texts, 
which they evidently perceived as more human-like.

This is not an isolated outcome. In an experiment involving 
English advertising content, Zhang and Gosline found that 
AI-generated text was rated higher in quality than copy written 
solely by human experts. Similarly, Porter and Machery showed 
that AI-written poetry was often indistinguishable from human 
verse and was rated more favourably overall. Spurred on by these 
findings, I took my short stories to a local public library and 
simply asked 20 volunteer readers to say which ones they 
preferred and why. I made no mention of AI, of course; I did not 
want to give the game away.

The result? Disappointing again: the AI-written texts received 
slightly higher average ratings and were more frequently 
preferred, albeit by a narrow margin. However, comparing the 
readers’ preferences with the results of the two earlier AI-detection 
experiments, there is some tentative evidence that they tended to 
favour the texts the students and translators judged to be most 

human-like. In other words, we seem to like what we perceive 
to be human – though it may not in fact be human. But 

that, perhaps, is a discussion in itself…

Back to the professionals
Finally, why bring in linguists to do this work? 
In theory, the authors themselves could 
eliminate narrative contradictions and 
continuity errors by carefully crafting 
secondary GenAI prompts. However, native 
or near-native knowledge of the target 
language is essential for weeding out English 

syntactic influence and lexical calques in 
foreign-language texts. It is also extremely useful 

for spotting and correcting grammar issues.
Still, the real question is this: do our clients care 

enough to invest the extra time and money this involves? 
Hopefully, yes; at least in high-stakes or accuracy-sensitive 
domains like medicine, law or science, where any errors can result 
in serious consequences. 

Synthetic-text editing should also appeal in sectors that value 
human tone and cultural appropriateness, and in those where 
transcreation is essential, such as marketing, branding and the 
arts. In some cases, synthetic-text editing could function much like 
the preference for handmade over mass-produced goods: not 
always strictly necessary but driven by a desire for authenticity. 
Boutique copy, if you will.
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